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1 HeEREBEAAESRIEFRE
1.1 ME—: REENXS MDP #1&

BUFIMENERESERUKREEZUANDRARXRKIE (MDP) ER, KEZERITEEEELTE
MSEEIARNTE, KERPEXRANFHIERANRARHERNEENRLERE. FINENSASNT, Rif
HMOLEIRRY 360 HEUEFNEE BRIDBESREE 32 LIRS,

sHE= (AR EIRE S ESOEFN TN, BHEE (R FWiRR) SNEREREENER; ELDD
fE QINMEXTAE) TRARBBER L, RRBIKHEZOER, KFHZR, (Reward Shaping) &
TRITHPERESISEER, BREG IRHEE) AR — BTN A RARRRIVERR . HIINES
wSEAZRR, NKBEIIRRENRARH=SBE kR SMME B RENNIR.

1.2 = BAERSEERN

BRSAFESSEEFRESHRERE, NTEREETE (WNEXRE), DON REEMAGEEMRSE;
ESEHIRE (NYMERIE) WER PPO 3 SAC BiE, SRSTEIEASHRMNEE WEK. =x) B,
FZ5|\ CNN 5f LSTM #{THHEREL.

UTR—METF PyTorch B9 Atari X% BE (A RIS 2SI -

import torch.nn as nn

class DON(nn.Module):
def __init__(self, action_dim):

super().__init__Q

self.conv = nn.Sequential(
nn.Conv2d(4, 32, kernel_size=8, stride=4), # HWAN 4 WIESHVEXXEE
nn.ReLU(),
nn.Conv2d(32, 64, kernel_size=4, stride=2),
nn.ReLUQ),
nn.Conv2d(64, 64, kernel_size=3, stride=1),
nn.ReLU()
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)

self.fc = nn.Sequential(
nn.Linear(64*7%7, 512), # IRIESFRHRTHE
nn.ReLU(),
nn.Linear (512, action_dim) # MHENENEN 0 B

def forward(self, x):

self.conv(x)

X

x.view(x.size(0), -1)

X

return self.fc(x)

ZRMBEE ZEERMERIMATEE, 2ERERHMENERE Q(s,a;0), HA 0§ RENESH, AR
BB EEELERDSER, MEEENNERIRFESHE. RAEREIFA Huber KR!

L [w-@ w-qise
5y - Q- 1o HE

XAgIFE T L7 L2 RN, RSIIGHRE M.

1.3 BhE=: JIZRIEHKE

BEHRAREERZMIIGNE, FIRFERARZLBARE:

optimizer = torch.optim.Adam(model.parameters(), lr=initial_1r)
scheduler = torch.optim.lr_scheduler.CosineAnnealingLR(
optimizer, T_max=total_steps, eta_min=min_1r

)

BARTIFNAERBRAFZIRMERS, FRMBRAREE, FlEF » NIREFTNEERS KRR, &
RURRIFBEFEE v € [0.95,0.99], MSEAHEHRGHRRFRE [0.8,0.9] LUBRIERRERTHo
AHNINGET SHIRS SBRMLIMIMNE, U T HEREIRE A KRR RIFEIR:

class PrioritizedReplayBuffer:
def __init__(self, capacity, alpha=0.6):
self.capacity = capacity
self.alpha = alpha # EHEIRERLERIEE
self.priorities = np.zeros(capacity)
self.buffer = []
self.pos = 0

def add(self, experience, td_error):
max_prio = self.priorities.max() if self.buffer else 1.0

if len(self.buffer) < self.capacity:
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self.buffer.append(experience)
else:
self.buffer[self.pos] = experience

(abs(td_error) + 1e-5) ** self.alpha

self.priorities[self.pos]

self.pos = (self.pos + 1) % self.capacity

def sample(self, batch_size, beta=0.4):
probs = self.priorities[:len(self.buffer)] / self.priorities[:len(self.buffer)].
— sum()
indices = np.random.choice(len(self.buffer), batch_size, p=probs)
weights = (len(self.buffer) * probs[indices]) ** (-beta)
weights /= weights.max()

return indices, weights

ZERXIRERFEDIRE |0 ISEEHEARERE, BRRIAXEER. 25 0 WIISHEN 0.4 AMHEE
1.0, BFHEREE.
1.4 FERM: IHESERE

REGHEFBME RN RIT RS, RBERSERIDRERZE, BEMESET ONNX BSKIMERT X
HRE S !

dummy_input = torch.randn(l, 4, 84, 84) # ULECHINLERE
torch.onnx.export(model, dummy_input, "agent.onnx",

input_names=["obs"], output_names=["qg_values"])

fd& TensorRT #ITEIMML S EHESE, HIBREDIEA 3-5 €. EARATIRITREF I3, KA EWC
(Elastic Weight Consolidation) FAARIERMEMIES:

A .
L(0) = Lyew(0) + Z §Fi(9i - i,old)2

H F; 2 Fisher 525/, )\ iZHlBESNENER,

2 BUUEMZOER
ST RN EERRRERRERR, BASRRILEHTE— L E:

rewards = (rewards - rewards.mean()) / (rewards.std() + 1e-8)

REFERERLET AR RIRBERE 0 #R, 7£ SAC BEFHENAT:

7 = arg max i, ZT(St,at) + BH(m(+|s¢))

t

Hep H RRERE, MIRREMRTEE ST BIEREMRK, IZSMFREFIHITHIT
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SRUUF SR X RIETRRUHREN N ETE LRSI, ARENFRE EREZX + Foigit) B,
M Gym EERRREY, BPIBEALISZTR, REARFARRS AR, BUEFIETEHMRR
MFRUNEREEBNEFFERR.



